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Abstract - The K-Means algorithm is one of the most sophisticated and known algorithms for data-clustering. 

However, clustering is computationally costly particularly when applied to big data-sets. In this study, we explore 

accelerating the performance of the Kmeans algorithm using different approaches, we will show the K-Means 

algorithm as it relates to OpenCL, which is a widespread parallel ecosystem that is reliable for processing and 

mining datasets that are large in scale. Additionally, we propose a comparative study of the three most efficient K-

means algorithm implementations : The Lloyd-Forgy's sequential Method Implementation, a parallel 

implementation targeting the CPU using OpenMP and finally one of the most complex implementations that use 

an OpenCL language. Typically, the measure of performance is done using different data sizes. For large datasets 

under OpenCL, when comparing the GPU-based parallel algorithm to the CPU-based serial algorithm, the results 

have shown a good acceleration effect. On the other hand, for small data sets, the OpenMP implementation has 

turned out to be the best choice.  
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I. INTRODUCTION 

Clustering is widely used in many fields such as 

machine learning, data mining, pattern recognition, 

image segmentation, artificial intelligence, gene 

expression data analysis and bioinformatics. 

In multiple areas of study, scientists apply the k-

means algorithm [1, 2] in order to detect and find 

patterns in large data sets, it is also being used in data 

mining, image processing, and machine learning. K-

means has been classified as being one of the top 10 

data mining algorithms [3]. In recent years, Graphics 

Processing Units (GPUs) have grown tremendously to 

become robust, high performing and promising 

platforms for parallelizing K-Means.  

As we know, GPUs are exclusively allocated 

hardware for manipulating computer graphics.  

Furthermore, they have evolved into superior parallel 

many-core processors. The advances of computing 

power and memory bandwidth in GPUs have driven 

the use of general- purpose computing [4]. 

As a result, K-means is a case study that continues 

to attract the interest of researchers and specialists in 

optimization and parallel computing.  

 

One of the most complex implementations that 

uses an OpenCL language. The rest of the paper is 

organized in various sections. Section 2 presents 

previous results in speeding up the K-Means 

algorithm. Section 3 is a brief introduction about the 

K-Means as well as a detailed description of parallel 

K-Means on OpenCL and OpenMP. Section 4 outlines 

the experimental results. Finally, Section 5 concludes 

the study and presents our upcoming research 

intentions. 

II. RELATED WORKS 

The parallelization of the K-means algorithm takes 

place in this context. The goal is to reduce the 

computation time when this algorithm is applied to 

small and large volumes of data. To date, several 

works on the parallelization of the K-means algorithm 

have been reported. Message Passing Interface (MPI) 

[5] and MapReduce [6] are some of the successful 

models of how K-Means has been parallelized. 

In [7, 8], the authors propose a parallel K-means 

algorithm based on MPI, and the apparent benefits of 

parallelization were clearly noticed. 

 The heterogeneous architecture has started to play 

a significant role in K-means, whether on FPGA [9, 
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10], GPU [11, 12, 13] or other platforms. It has been 

deducted from the results that a high acceleration has 

been gained. 

To be copied into the texture memory, so each data 

point is assigned to one thread and utilizes the cache. 

However, we can improve this implementation by 

other memory accesses such as shared memory.  

In [15], the authors propose a new version of the 

K-means algorithm dependent on the Multiple 

Instruction Multiple Data architecture via multiple 

GPUs or Multiprocessor Streaming (SM). They 

calculated the distance and steps to update the K-

Centroids that are uploaded to the GPU in parallel. In 

this case, the CPU will perform only the initialization 

and convergence test steps. This implementation relies 

on the utilization of the GPU registers, texture 

memory, constant memory, and shared memory. 

Additionally, this method requires several GPUs. 

As for the well known parallelization platforms, 

CUDA turns out to be heavily constrained by the 

NVIDIA platform. In the other hand, Open Computing 

Language (OpenCL) [16], being a cross-platform 

industry standard, has provided us with a more 

efficient and compatible choice. 

III.  K-MEANS IMPLEMENTATIONS  

A) Serial k-means 

The K-Means algorithm [1,2] is defined as an 

unsupervised clustering algorithm. It classifies N input 

data points of D attributes into K clusters based on 

their inherent distance from each other. The 

implementation steps of the Sequential K-means 

algorithm are shown below: 

 

Algorithm 1:   Sequential  K-Means Algorithm  

 
Input: K (number of clusters), set of N points with D dimensions,  

Output: partition of N points in K clusters 

    1:  Place centroids c1, c2, …, cK at random  locations 

    2: Iterate until convergence condition is met 

    3:     For each point xi, i=1..N: 

    4:        For each cluster cj, j=1..K: 

    5:           Calculate distance to cj, given all D dimensions 

    6:  Assign the membership of point xi to nearest cluster j 

    7: For each cluster cj, j=1..K: 

    8: Centroid cj =mean of all points whose membership is J 

                 O(#iterations x N x D x K) 
 

 

In 2001, Estlick et al. [17] evaluated numerous 

types of distance measurements and came to the 

following conclusion: although the Euclidean distance 

is the most accurate for K-Means, the Manhattan 

Distance is better suited for hardware designs due to 

reduced congestion and higher speed. 

B) OpenMP parallel K-means implementation 

The MineBench benchmark [18] comprised an 

OpenMP/OpenMPI multithreaded CPU 

implementation built on a parallel k-means algorithm. 

The OpenMP version of the k-means algorithm 

benchmark code is utilized in this research in order to 

compare  speed with a CPU implementation. 

The steps to implement an OpenMP K-means 

algorithm are shown in Fig. 1. 

 

 
Fig.1. Structural design of a parallel  K-means algorithm using 

OpenMP. 

C)  OpenCL parallel K-means implementation  

This section outlines a GPU based K-Means 

parallel algorithm. The K-Means algorithm is an 

iterative method. Thus, the calculation of a distance 

between each point and the different clusters shows a 

lot of parallelism within each iteration.Thus, the 2 to 6 

steps part of the standard Algorithm 1 is a good 

candidate to explore the parallelization. 

The steps to implement an OpenCL K-means 

algorithm are demonstrated below: 

Algorithm 2: Parallel  K-Means Algorithm 

Pseudocode 
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Fig.2. Steps of an OpenCL K-means algorithm implementation 

 Step 1: The initialization of the cluster centers 

is critical as the results may vary based on the 

starting point. The most widely used method is to 

randomly choose K vectors from the dataset as the 

initial cluster centers. Randomly select vectors as 

the initial cluster centers for our design. Then 

proceed to read the user load data, set the number 

of clusters and convergence conditions. The 

number of iteration defined before is used as a 

convergence criterion. 

 Step 2: In this step, proceed by copying the user 

load data from the memory to the GPU then 

randomly choose the K load data as cluster centers 

initial values. 

 Step 3: N threads correspond to N load data and the 

block size is equal to the number of the cluster. 

Respectively, N-threads calculate the distance 

between N data and K cluster centers. In order to 

save global memory bandwidth, each cluster is 

loaded by its respective work group once, into the 

local memory then gets shared among all the 

threads in the work group.  

 Step 4: According to the Euclidean distance, the 

load data are arranged based on the nearest cluster 

center and these partial results are copied to 

memory from the GPU. 

 Step 5: Compute the new Cluster Centers. Count 

the number of iterations defined previously, once 

the maximum iteration count is reached proceed to 

the next step, otherwise go back to the previous 

step. 

 Step 6: The cluster results are complete. 

 

IV. EXPERIMENTAL RESULTS 

The results of the experimentation were obtained 

from previously classified datasets based groups. 

Additionally, data points and attributes for each group 

vary. The datasets are generated by only varying the 

total number of points and dimension parameters [19]. 

Datasets with 8192 and 65536 data points are 

computed with 2, 16 and 128 dimensions. 

Furthermore, these datasets are calculated for different 

clusters counts (2, 16, 128, 512 and 1024). 

The initial centroids are chosen using the random 

selection of vectors from the dataset. 

The convergence is defined as an ideal situation 

where there is no reassignment of data pixels after a 

finite number of iterations. We have chosen as a 

termination criterium the number of iterations 

predefined initially. 
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We have compared the performance of this 

implementation on a GPU with an optimized k-means 

implementation on a CPU. For both GPU and CPU 

runs, the same data set was used. 

Our objective is to exploit our heterogeneous 

computing environment, that integrates an Intel  i7-

3.40 GHZ, NVIDIA Geforce GTX  960, and was 

programmed with OpenCL Version 1.2. to run K-

means. 

To be exact, we have used the OpenMP 

programming model and compiled it with the Intel 

C/C++ Compiler (ICC) version 4.9.2 in order to  

parallelize the algorithm.  

This section presents and analyzes the results of 

this work. We made a comparison of the running time 

of the GPU parallel algorithm version using OpenCL 

under Ubuntu platform 16.04 with the CPU algorithm 

version and the parallel implementation targeting the 

CPU using OpenMP. The results can be seen in 

Figures 3 , 4 and 5. 

 

Fig. 3. Steps of an OpenMP K-means algorithm at 8 threads and 

iterations count fixed at 20 

 

When comparing the k-means algorithm based on 

OpenMP and Pthreads [20] see Figure 6, the relative 

speedup values are a little similar. Usually, the 

OpenMP-based implementation performs slightly 

better than the Pthreads-based ones at a higher threads 

count. As for the parallelization of the  k-means 

algorithm based OpenMP, the speed increases with the 

increase in  num_threads but saturates at 8 threads, 

and so the best speed is at  num_threads = 8. 
 

 
 

Fig. 4. Comparison between the implementation of the K-means 

using OpenMP(8 threads) and  the sequential algorithm at a 

number of iterations fixed at 20 

 

 
 

Fig. 5. Implementation at N = 65536: comparison between 

different actions with the sequential version. 
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Fig.6. Implementation at N = 1000000 and D=4: comparison 

between different approach with the sequential version 

 

Two conclusions could be drawn from Figure 3 

and Figure 5 : 

(1) When the clustering centers count is less than or 

equal to 16 and the data size is small, the parallel 

method helps increase the data transmission. This is 

largely due to the fact that the data load is copied from 

the memory to the GPU; the partial clustering results are 

copied from the GPU to the memory. As a result, the 

computation time increases. 

(2) With the usage of a larger data size and an 

increase in the clustering centers count, the advantage 

of the parallel method stands out. When K = 1024, the 

speed ratio is 3.48. 

 

V. CONCLUSIONS AND FUTURE WORK 

In conclusion, the k-means parallel algorithm 

presented in this study on the GPU achieves big 

parallelism. When K = 1024 and dimension D= 128, 

the speedup ratio is 3.48, and so the best choice is 

reached when it comes to dealing with large datasets 

(Figure 5). At the opposite, processing small datasets 

on the CPU using OpenMP leads to the best choice. 

When K = 16 and dimension D= 2, the speedup ratio 

is 2 since delegating on other devices is not worth it 

because of high I/O time (Figure 2).  

The development of an integrated  FPGA version 

would be interesting in order to further analyze the 

tradeoff between the entire execution time and power 

usage. 
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